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__________________________________________________________________________________ 
 
OVERVIEW 
 
Filmmakers today enjoy the option of selecting from a rapidly-expanding palette of HD and higher-
resolution cameras, each with its own combination of specifications for such parameters as chip size, 
chip type, scan format, pixel count, compression codec, frame rate, ADC bitdepth, color bitdepth, chroma 
subsampling, and data rate. While additional factors, such as the quality of the lens and the 
architecture of the imaging chips, affect a camera’s performance, the parameters listed above are 
among the most important to consider when choosing a camera to meet the needs of a specific 
production plan, post-production path, delivery system, and display platform.  
 
As with image capture, there are many potentially-confusing options involved in the choice of an 
appropriate storage system for the assets generated in the production pipeline. Among these are 
the choice of storage format (including datatapes, hard drives, optical discs, and holographic discs), the 
data transport bus (including digital interfaces such as FireWire, SATA, SCSI, Fibre Channel, and 
Gigabit Ethernet), the data file format, and the compression codec, if any, to be applied prior to 
storage. 
 
Due to the rapid pace of development of digital capture and storage systems, it is not uncommon for 
several seemingly-unrelated terms, each of which describes the same process or parameter, to be 
used interchangeably. The objective of this paper is to clarify some of the potentially-confusing 
terminology that anyone using digital imaging systems is sure to encounter. And a useful place to 
begin is with an examination of the anatomy of a typical digital motion imaging system and the terms 
commonly used for its specifications.   
 
IMAGING SYSTEM 
 
The diagram below is a simplified schematic of the main components of a typical digital motion 
imaging system: 
 
 
 
 
 
 
 
 
 
 
 
The two fundamental components of a digital motion imaging system are the image capture system 
(the camera and lens) and the record system (which in the case of the camcorder is contained within 
the body of the camera). To capture images, analog (i.e. continuously variable) lightwaves that strike 
the photosites (pixels) on these imaging chips (the image sensors or electronic imagers)1 are 
transduced (i.e. converted via the photoelectric properties of silicon) into analog electronic signals. 
These analog signals are then converted (aka scanned, sampled, or digitized) by an in-camera ADC 
chip (analog-to-digital converter) to produce a bitmapped (rasterized) signal (or bitstream), which 
encodes image information as discrete binary digital picture elements (or pixels). This bitstream is 
further processed in-camera by a DSP chip (digital signal processor), which reduces (compresses) the 
bandwidth (or bitrate) of the information by applying gamma (contrast curve) processing, chroma 
processing, chroma subsampling, scaling, and other compression processes. In so-called video 
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cameras, the bitstream from the DSP is then further compressed by codecs (compression algorithms) 
that are applied by video compression chips in the record section of the camera’s circuitry. These 
codecs reduce the quantity of information in the bitstream to a level that can effectively be stored on 
a portable recording media such as videotapes, optical discs, memory chips, or a low-capacity 
portable HDDs (hard disk drives)2. So-called “digital cinema cameras” (aka “data cameras”) are 
typically equipped with imaging chips that are one inch square or larger, that employ little or no 
compression in their ADC and DSP circuitry,3 and that may offer the option of directly outputting 
uncompressed signals that bypass this compression circuitry.. Because the direct output from these 
cameras may exceed the storage capacity of videotape, optical discs, solid-state memory chips, or 
most portable HDDs, they typically employ direct-to-disk (DDR) recording, exporting their 
datastreams4 to high-capacity external HDDs (or servers).5  
______________________________ 
1The image sensors in digital motion imaging cameras are typically three RGB (red-component, green-
component, and blue-component) CCDs (charge-coupled devices), or else a single Bayer sensor—a CCD or 
CMOS (complimentary metal oxide semiconductor) chip with a photosite (pixel) array that is overlayed by a 
mosaic of red, green, and blue filters (a Bayer filter). In the case of the 3-CCD cameras, prisms direct R, G, and B 
color signals to the sensors; in the case of the Bayer-sensor cameras, full-spectrum light is processed by the 
single sensor, simplifying the optical path and improving data read-out times. Cameras with a single large Bayer 
sensor offer the advantages of a more film-like depth-of-field, a wider dynamic range, and a richer color palette 
than typical 3-CCD cameras, while cameras with these sensors may be susceptible to rolling-shutter artifacts, 
diminished edge detail, higher noise, and lower overall sharpness than cameras with CCD sensors. The direct 
output of Bayer-sensor cameras is frequently termed RAW, since the data (the “digital negative”) has yet to be 
processed (de-Bayered, developed, or demosaiced) to convert it to RGB or YCrCb colorspace for post-
processing and display. In contrast to the chips in typical 3-CCD cameras, which have 16:9 aspect ratios, the 
chips in CMOS cameras typically have 4:3 or 1:1 (square) aspect ratios. During image capture these chips can be 
“windowed down,” conserving computing power (the camera’s “bit budget”) by activating only that part of the 
sensor that is needed in order to output the required aspect ratio. If, for example, a production requires a 2.35:1 
(Cinemascope) aspect ratio (and no vertical panning-and-scanning within the full frame is required) then a 1:1 
sensor can be windowed down to activate less than half of the sensor’s total area, freeing up some of the 
processing power in the camera for other functions—e.g. an increase in the capture frame rate.     
______________________________ 
2The term “disk” is commonly used to refer to magnetic disk recording media (such as hard disk drives), and the 
term “disc” is commonly used to refer to optical disc recording media (such as the optical discs in Sony’s 
XDCAM HD camcorders). 
______________________________ 
3 Compression is a relative term. The ADC chips and the DSP chips in all digital cameras apply low levels of 
compression that reduce the quantity of information that is output to the record system. This is true not only of 
video cameras but also of data cameras, which typically apply subtle compression in their DSP circuitry to 
convert their output signals to log format. In contrast to the linear format of the signals output by video 
cameras, the log format output by the data cameras emulates the log exposure vs. log density (or brightness) 
curve (the gamma curve or amplitude transfer characteristic) of motion picture film. The response0 of film to 
light, like that of the human eye, conforms to a “power-law” function, an exponential relationship between input 
and response that results in the assignment of increased sensitivity to detail under conditions of bright light and 
lesser sensitivity to detail under conditions of low light.  
______________________________ 
4The terms data and datastream are commonly used to refer to the relatively uncompressed log-format output 
of the high-end digital cinema (or “data”) cameras, in contrast to the relatively compressed linear bitstream that 
is output by typical video cameras. 
_______________________________ 
5The currently available big-chip digital cinema (or “data”) cameras find their primary application in feature films 
and high-end television productions. These include the Panavision Genesis; the Sony F23, F35, and F65; the 
Thomson/Grass Valley Viper; the (now discontinued) Dalsa Origin; and the Arri D-2. The popularity of the Red 
One and the Red Epic—two relatively affordable big-chip cameras—plus the popularity for feature production of 
big-chip DSLRs like the Canon 5D, has spawned several lower-end, big-chip camcorders, among them the Arri 
Alexa, the Sony PMW-F3K, and the Panasonic AF100.   
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imaging chip size 
 
The imaging chips (image sensors or imagers) incorporated in HD and higher-res cameras range 
widely in size. Chip size determines the depth-of-field characteristics of a camera while contributing 
significantly to image resolution. Between chips with the same pixel-count (spatial resolution), the 
larger chips possess larger photosites (pixels) and produce images that have more dynamic range and 
lower noise than smaller chips.  
 
There are three 1/5” CCDs in the JVC GZ-HD7 camera; three ¼” CMOS chips in the Sony HVR-V1 
HDV camcorder, three 1/3” CCDs in the Canon HDV camcorders; three 1/3” CMOS chips in the 
Panasonic HPX370 camcorder; three ½” CMOS chips in the Sony XDCAM EX camcorders, three 
½” CCDs in the XDCAM HD camcorders; and three 2/3” CCDs in the Sony 900-series and F23 
CineAlta cameras, and the Panasonic HPX3000-series P2 camcorders. There are three 2/3” CMOS 
chips in the Grass Valley Viper camera, a single 1” CCD chip in the Panavision Genesis and the Sony 
F35 cameras, a single 1” CMOS chip in the Arri D-21 and the Red One camera, and a single 1.5” 
CCD chip in the Dalsa Origin. 1” chips are approximately the same size as a 35mm film frame and 
capture images with the same (limited) depth-of-field as 35mm film—considered a plus for 
cinematographers wishing to differentiate subjects from their surroundings through the application of 
selective focus—a technique that emulates the focusing characteristics of the human eye.  
 
image resolution 
 
The imaging chips in HD cameras vary widely in resolution (pixel count, pixel resolution, or spatial 
resolution) as well as size, ranging from the three1920x1080-pixel chips in HD camcorders like the 
Panasonic HPX370 to the single 7680x4320-pixel chip in the Sony F65 camera.1 An important 
distinction should be made between the resolution of the imaging chips in these cameras and the 
resolution that the cameras output for recording. For example, image processing in lower-end HD 
cameras upscales (upsamples, upconverts) the output of their sensors to 1920x1080 pixels or 
1280x720 pixels at the cost of diminished resolution relative to the output of cameras that employ 
either native 1920x1080-pixel or native 1280x720-pixel imaging chips and output “full-raster” 
images—i.e. images that preserve the full 1920x1080 or 1280x720 pixel array that is captured by 
their sensors. Image processing in the Arri D-21 and the Panavision Genesis cameras downscales 
(subsamples, downsamples, downconverts) the output of their sensors to 1920x1080 pixels, a 
process that results in an enhancement of the resolution of the output of these cameras relative to 
the output of cameras that employ native 1920x1080-pixel sensors. In spite of the larger size of their 
native sensors, the Arri D-21 and Panavision Genesis are generally termed, by reference to their 
output, as 1920x1080 cameras. The CMOS chips in the Red One and Red Epic are rated at 4K and 
5K respectively, but the Bayer-pattern data from these chips must be converted it to RGB colorspace 
for post-processing. As a result, the output of these cameras has only about 70% of the resolution of 
the chips—amounting to an estimated output resolution of 2.8K in the case of the Red One and 3.5K 
in the case of the Red Epic. Regardless of this, the Red One is commonly referred to as a “4K” 
camera and the Red Epic is referred to as a “5K” camera. By contrast, the Sony F65 has an 8K CMOS 
chip, but outputs a 4K signal. In spite of this, Sony refers to the F65 as a 4K camera, basing its 
advertised resolution on its output rather than the pixel-count of its chip. 
 
The Red One and Red Epic cameras, with their 2.8K and 3.5K outputs; the now-discontinued Dalsa 
Origin, with its 4K (4096x3112-pixel) output; the Sony F65 with its 4K output; and the Vision 
Research Phantom65 with its 4K output are among the few higher-than-1920x1080-resolution 
cameras in common use. A resolution of 8K is reportedly necessary to replicate the level of detail 
resolvable by the average human eye. The output of the prototype NHK/NTT UltraHD camera is 
rated at 8K (7680x4320 pixels), and 8K projectors that can display the full bandwidth from this 
camera are in development. A resolution of 6K is considered sufficient to replicate all of the picture 
information in a typical 15 perf 65mm (IMAX) release print.2 
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______________________ 
1Pixel resolution is also sometimes specified in megapixels (Mp), as the product of the horizontal and the vertical 
pixel resolutions—a notation most often used to describe the resolution of the chips in digital still cameras. In 
the case of digital scanners, printers, and computer displays, pixel resolution is normally specified in pixels (or 
dots) per inch (ppi or dpi), where the dimension of the image is measured either horizontally or vertically. A 
16:9 image from a typical digital motion camera with a resolution of 1920x1080 pixels, when displayed on a 
computer monitor with a typical resolution of 100 ppi, will occupy 1920/100 = 19.2” in width and 1080/100 = 
10.8” in height.  
__________________________ 
2The shorthand terms 2K, 4K, 5K, 6K, and 8K refer to the approximate vertical pixel-count of an image or an 
imaging chip. But the terms are not precise; images with vertical resolutions of 8192 and 7680 may both be 
termed “8K.” 
 
image sharpness 
 
It is important to remember that image sharpness, or perceived image resolution—the essential 
measure of the quality of an imaging system—is dependent not only upon spatial (or pixel) resolution 
but also upon a host of variables that include the temporal resolution (frame rate), imaging chip size, 
scan format (progressive vs. interlaced), bandwidth, bitdepth, codec, compression ratio, and the 
colorspace of the system. Among these variables, temporal resolution and scan format are especially 
important contributors to the perceived sharpness of the images output by a system—a fact that 
accounts for the greater perceived resolution of the images output by 720p60 systems relative to 
those output by comparable 1080i60 systems. The modulation transfer function (MTF) of the entire 
system of lens, imaging chip, and recording medium is another important (and often overlooked) 
factor in determining the ultimate sharpness of a recorded image. MTF is a measure of the 
relationship between the data that is input and the data that is output by an information system. Each 
step in the data chain (most notably the analog steps in the data chain, but the digital steps as well) 
may contribute significant MTF losses, which combine to compromise the ultimate quality that the 
system outputs. In view of this, lens and camera manufacturers are under increasing pressure from 
filmmakers to include MTF information in the specifications for their systems. 
 
scan formats 
 
The imaging chips in HD cameras capture information in either an interlaced or a progressive-scan 
format. Interlace scanning conserves bandwidth by reading the odd- and even-numbered horizontal 
scan lines of a single frame over the course of two successive cycles, or fields, each of 1/60th second 
duration (in the case of the NTSC-region format, termed 60i) or 1/50th second duration (in the case 
of the PAL-region format, termed 50i). Interlace scanning is subject to motion artifacts that are not 
present in progressively-scanned video, which reads the consecutive odd and even scan lines of a 
single frame during 1/24th of a second (in the case of 24p), 1/25th of a second (in the case of 25p), or 
1/30th of a second (in the case of 30p).1 As advances in compression technology reduce the 
constraints upon bandwidth for digital data storage and transmission, it is expected that interlace 
video capture, transmission, and display will be replaced by progressive-scan capture, transmission, 
and display. To further reduce motion artifacts, TV broadcasters are expected to migrate, over the 
course of the next couple of decades, from the current 1920x1080i60 (30 fps), 1280x720p60 (60 fps), 
1280x720p50 (50 fps), and 1920x1080i50 (25 fps) formats to the 1920x1080p60 (60 fps) and 
1920x1080p50 (50 fps) formats, and eventually to new 3D1080p60 and 3D1080p50 formats (3D at 
60 or 50 progressive-scanned frames per second). This transition is expected to accelerate as digital 
cinemas abandon the legacy 24 fps standard of motion picture film and broadcasters abandon the 19.4 
Mbps bandwidth standard of current over-the-air, satellite, and cable HD delivery systems in favor of 
the 1Gbps+ bandwidth of future Internet delivery systems.2 Because of its high data storage 
requirements (1080p60 consumes twice the bandwidth of 1080i60), there is no current broadcast 
platform for either the 1920x1080p60 or 1920x1080p50 formats. 1920x1080 cameras with 60 fps 
and 50 fps frame rates are, at the moment, limited to high-end data cameras. In the absence of a 
broadcast or cinema platform for this frame rate, the 60p and 50p output from these cameras is  
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used to produce slo-mo at the TV display speeds of 30 fps and 25 fps, or at the theatrical display 
speed of 24 fps. 
__________________________ 
1Interlace-scan HD cameras (such as the 1920x1080i60 HDCAM cameras) currently find their primary 
application in television productions, but progressive-scan cameras are the cameras of choice for feature films 
and those television productions that involve intensive post-processing (such as compositing), where interlace 
artifacts may prove detrimental to image quality. 
________________________ 
2The actual bandwidths utilized by HD providers fall well below the 19.4 Mbps transmission standard. While 
some over-the-air (OTA) stations transmit at 18-19 Mbps, the North American cable and satellite providers, 
including DirecTV, currently transmit HD programming at bandwidths/bitrates that range from 8-14 Mbps (so-
called HD-Lite). These providers typically employ statistical multiplexing (stat-muxing) to improve delivery 
quality, a technique that swaps bandwidth between program streams. The bandwidth delivered to subscribers is 
expected to improve as the satellite broadcasters complete their transition from the MPEG-2 codec to the more 
efficient MPEG-4 H.264/AVC codec (see “video codecs” below). For comparison with the 19.4 Mbps bandwidth 
standard for HD broadcast transmission, the new Netflix streaming service delivers DVD-quality feature films to 
their fast-ADSL subscribers at a bandwidth of 3 Mbps, drawing upon a pool of about 1,000 titles from their 
70,000-title library. Netflix is expected to transition to HD streaming as more of its customers are connected at 
bandwidths of 20 Mbps and beyond. 
 
image format notation 
 
The conventional format notation for digital motion images denotes the lines of horizontal resolution 
(the number of pixels across the width of the frame) vs. the vertical resolution (the number of scan 
lines from the top to the bottom of the frame), followed by a designation for the frame or field rate 
(aka the temporal resolution, temporal sampling rate, or temporal field rate) plus the scan format. If 
the scan format is progressive (denoted by the letter p), the number representing the rate refers to 
frames per second. If the scan format is interlaced (denoted by the letter i), the number representing 
the rate refers to fields per second, with two fields comprising each frame. For example, the term 
1920x1080i60 denotes a horizontal resolution of 1920 pixels and a vertical resolution of 1080 pixels, 
displayed in interlaced format at 60 fields per second (=30 frames per second); 1920x1080p24 
denotes the same resolution displayed in progressive-scan format at 24 frames per second. In 
television production the common HD formats are often referred to by the shorthand terms for 
their field or frame rates, 60i, 50i, 60p, 50p, 30p, 24p, and 25p.1 
________________________________ 
1note that the designation 24pn refers to “native” or “normal” 24p, captured at 24 fps (23.98 fps) and output 
without in-camera application of 2:3:3:2 pulldown processing to convert the frame rate to 30 fps (29.97 fps). The 
designation 24pa refers to “advanced” 24p, captured (like 24pn) at 23.98 fps but with 2:3:3:2 pulldown applied in-
camera to convert the frame rate to 29.97 fps. By recording in the 24pn format, filmmakers are able to maintain 
the film-style frame rate from the camera through post, editing natively in 24p and finishing at 24 fps without 
introducing the motion artifacts associated with the 24 fps-to-30 fps frame rate conversion. 
     
frame rates 
 
The 24 fps frame rate (temporal resolution) of 24p HD cameras was introduced as a compromise 
capture rate that offered the advantage of relatively artifact-free conversion to the 24 fps film 
standard and to the 25 fps PAL video standard. The 24 fps capture rate, even when processed to 
increase the display frame rate to 48 fps (e.g. via the standard process of double-flashing during film 
projection), is subject to distracting motion (or temporal) artifacts (most notably, flicker), since 48 fps 
falls short of the 60 fps refresh rate of the average human eye. The 60i (30 fps) NTSC frame rate of 
video cameras was established to conform to the North American (“Region 60”) AC power standard 
of 60Hz (cycles/sec)1 and the 50i (25 fps) PAL video frame rate was adopted in Europe to conform to 
the European (“Region 50”) 50Hz AC power standard. However, as noted above, with digital 
projection gradually replacing film projection in theaters; with 50p/60p displays and 1080p50/1080p60 
Blu-ray players gaining wider consumer acceptance; and with advances in digital compression 
improving media storage and transmission capacities, it is expected that 60 fps (60p) and 50 fps (50p) 
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digital capture, transmission, and display will replace the 60i, 50i, and 24p formats that are now the 
standards for television and theatrical production. 
_________________________ 
1To avoid conflicts with black-and-white TV signals that shared the same carrier (or broadcast channel), the 
NTSC color standard was designed to support a 0.1% slower frequency than that of the power grid -- 
technically, 59.94 fields per second and 29.97 frames per second, instead of 60 fields per second and 30 frames 
per second. For shorthand purposes, these speeds are generally referred to as “60 fields per second” and “30 
frames per second.” In the same way, the 24p format typically used to capture images for television refers to the 
“fractional” frame rate of 23.98 fps, i.e., a frame rate that is 0.01% slower than the true (or “integer”) 24p frame 
rate. With the application of 2:3 pulldown before transmission, programs that originated at this frame rate may 
be displayed on 60i SD and HD monitors without obvious motion artifacts. However, to avoid the film 
conversion artifacts (as well as the potential audio sync problems) that can result from the employment of 23.98 
fps, those productions that are designed for conversion to film for theatrical release normally choose to 
originate with data cameras that capture at true 24p (24.000 frames per second). As previously noted, a 
production’s end-use requirements dictate the optimum frame rate for its origination. 
 
ADC resolution 
 
The ADC (analog-to-digital converter) chips in digital cameras generate a digital datastream from the 
analog signal output by their imaging sensors. Cameras that assign more bits to the digitization 
process more accurately represent the dynamic range of the original image, enhancing their utility for 
such resolution-critical applications as digital compositing. While most HDV, HD, and data cameras 
(including the Red One) incorporate 12-bit ADCs, the Dalsa Origin and the Sony F23, F35, and F65 
incorporate 14-bit ADCs.  
 
chroma compression 
 
a) bitdepth compression 
 
Bitdepth1 (quantization, pixel depth, color depth or, sometimes, “granularity”) refers to the number 
of bits of information (or units of processing power) that are allocated by the camera’s DSP (digital 
signal processor) during the process of  bitdepth compression (or chroma processing) to compress 
(sample or scan) each of the three uncompressed (red=R, green=G, blue=B) color pixels (subpixels 
or color channels) that are output by the camera’s ADC (analog-to-digital converter). Three color 
pixels-- one for each primary color (or hue) -- comprise each image pixel in the datastream that is 
output by the DSP, and the bitdepth assigned to each of these color pixels determines the maximum 
number of discrete (discernible) colors (or shades) that make up the image. 8-bit systems support up 
to 28 = 256 distinct colors (shades) per color channel and 10-bit systems support up to 210 = 1,024 
distinct colors (shades) per color channel. Sony’s HDCAM and XDCAM EX cameras employ 8-bit 
chroma processing; Panasonic’s HPX3000-series and HPX370 cameras; Sony’s F950, HDC-1500, F23, 
F35, and F65 cameras; Thomson/Grass Valley’s Viper camera; Panavision’s Genesis camera; and the 
Arri D-21 and Alexa employ 10-bit chroma processing; and the 4K Dalsa Origin employs 16-bit 
chroma processing. Relative to 8-bit chroma processing, the increased bitdepth involved in 10-bit and 
16-bit chroma processing expands the color range and improves the fidelity of the recorded images, 
minimizing such chroma artifacts as the flaring or bleeding of reds and blues. 10-bit video is said to 
look perfect to the human eye on large home HD displays, but deeper bitdepth is necessary for 
critical post processes such as VFX and color grading, and for display on cinema-sized screens. 24-bit 
or TrueColor processing (currently too bandwidth-intensive for motion picture capture applications) 
supports up to 16 million discrete colors—close to the maximum number of distinct shades (the 
gamut or the color range) that the average human eye can discern. Like the Dalsa Origin, the Grass 
Valley Spirit 4K film scanner—the scanner most commonly used for 35 mm scans during the DI 
(digital intermediate) process—employs 16-bit processing and supports 4K resolution.  
______________________ 
1It’s important to distinguish between bitdepth (designated as 8-bit, 10-bit, 12-bit, and up) vs bitrate (typically 
measured in Mbps). Bitdepth is a measure of both color quality and perceived sharpness, while bitrate in imaging 
systems is a measure of data transfer rate or data load. Or, seen another way, bitrate is a measure of the 
capacity required to store a second (typically 24, 25, or 30 frames) of data that is output by the system. Bitrate 
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should also be distinguished from clock rate (specified in Hz, or cycles per second), a measure of the speed at 
which a computer’s CPU executes instructions and the computer’s buses output its datastream.   
 
b)  colorspace conversion 
 
In addition to the bitdepth compression (or chroma processing) performed by their DSPs, the HD 
video cameras further compress (sample, scan, or downconvert) the datastream captured by their 
DSPs to output YCrCb component digital signals. This process (termed colorspace conversion,  
chroma subsampling, color subsampling, raster downsampling, or decimation) involves the conversion 
from the RGB digital colorspace model to the YCrCb (or YCbCr) video colorspace model1. The 
effect of this kind of chroma compression is to assign more bandwidth to the luminance (the green or 
brightness) component of the signal (represented by the letter Y), and assign lesser bandwidth to the 
red and blue color difference signals (represented by the letters Cr and Cb)—a technique that takes 
advantage of the higher sensitivity of the human eye to detail in bright (predominantly green) light 
than to detail in red and blue light. The three numbers in the RGB and YCrCb chroma formats 
(expressed as R:G:B or Y:Cr:Cb) refer to the ratio of the luminance (green) horizontal sampling rate 
(the “luma sampling rate,” Y) to the horizontal sampling rates for the color difference channels (i.e. 
the “chroma sampling rates,” Cr and Cb).2 In HD, the full bandwidth sampling frequency, established 
by convention, is 74.25 MHz—a frequency arbitrarily denoted by the number 4 in the color 
subsampling notation. A camera with sensors whose horizontal resolution is 1920 and whose color 
subsampling is 4:x:x, samples the luma at full bandwidth, producing 1920 “luma samples,” while a 
camera with sensors whose horizontal resolution is 1920 and whose color subsampling is 3:x:x, 
samples the luma at 75% of the full bandwidth, producing 1440 “luma samples” (i.e. the number of 
luma samples = horizontal resolution x Y/4). Sony’s HDCAM cameras employ 3:1:1 color subsampling 
(yielding 1440 luma samples from its 1920x1080 chips), and most HDV cameras plus the XDCAM 
HD and AVCHD cameras employ 4:2:0 color subsampling.3 Panasonic’s P2 cameras employ 4:2:2 
color subsampling, while the 4:4:4 RGB (or “HD-RGB”) data cameras employ “full bandwidth color,” 
i.e. no color subsampling—the current gold standard for processing-intensive applications for TV and 
feature films.4 
___________________ 
1Note that the term YPbPr (often referred to as “YUV”) is used to describe the analog video component 
equivalent of the digital video component colorspace model YCrCb. The two terms are sometimes erroneously 
used interchangeably. The xvYCC (extended gamut YCC or Deep Color) colorspace model, employed in newer 
1080p TV monitors and in Sony’s new AVCHD prosumer cameras, supports color bitdepths up to 48 bits, 
displaying a gamut (color range) that extends beyond the color gamut of the human eye. It is possible that 
professional HD video cameras will, in the future, adopt this extended-range colorspace model as a replacement 
for the YCrCb model that is now in common use. The gamut of the output of an imaging system is sometimes 
known as its spectral resolution (as distinct from its spatial resolution, measured in pixels, or its temporal 
resolution, measured in frames per second).  
____________________ 
2 A fourth number (as in the designation 4:4:4:4—RGB with key—or the designation 4:2:2:4—video with key) 
indicates the presence of an alpha (transparency) channel, and finds application in the matting and compositing of 
images in post. The prime mark (`) that is sometimes included in the Y`Cr`Cb` colorspace designation indicates 
that the chroma channels have been processed to conform to the gamma (log exposure vs. log density) curve of 
the intended display medium. 
_____________________ 
3The 0 in the 4:2:0 colorspace designation indicates that the red and blue chroma pixels have been sampled at 
half the luma (green) frequency in both the vertical and horizontal dimensions. Note that, in the non-zero 
colorspace designations, red and blue chroma pixels are sampled in the horizontal dimension alone.  
_____________________ 
4The 1920x1080p60 10-bit 4:4:4 video format is commonly referred to as “full raster” (i.e. the highest spatial 
resolution in the ATSC standard), “full-sampled” (i.e. 10-bit vs. 8-bit), and “full chroma” (i.e. 4:4:4 vs. 4:2:2 or 
lower chroma resolution). 
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compression codecs 
 
Codecs (compression-decompression algorithms) are applied in the compression chip circuitry of 
video cameras and in the subsequent recompression (transcoding) processes to which the data is 
subjected in the course of storage or transmission. These codecs are loosely classified as either lossy 
or lossless. Lossless codecs accumulate no perceptible artifacts in the course of successive 
transcoding steps or duplication steps (generations), while lossy codecs are susceptible to the 
accumulation of perceptible artifacts in the course of these processing steps.  
 
video codecs and data codecs 
 
Video codecs, which are applied in the video compression chips in digital video cameras and in the 
image capture software of digital editing systems, are distinguished from data codecs, which are 
applied in the transcoding software of the HDDs employed for data storage. The HDCAM and 
DVCPRO100 and AVCIntra video codecs (as well as the MPEG-2 Long GOP video codec employed 
by the HDV cameras, the XDCAM HD cameras, and the Grass Valley Infinity camera) are considered 
to be lossy1—in distinction to the lossless data codecs that are applied by external HDDs to store 
the data that is output by the data cameras. Among these lossless data storage codecs are DPX 
(digital picture exchange), CIN (Cineon, currently phasing out in favor of DPX), JPEG 2000 (the 
current standard for digital cinema storage), lossless TIFF, PNG, TARGA, and WDP. Among the 
video codecs that are employed in digital editing systems, the Windows Media codecs (ASF), the Avid 
10-bit DNxHD codec2, and the QuickTime-supported codecs (among them the 10-bit ProRes 422 
codec, the Blackmagic 10-bit codec, and the Sorenson-3 codec) are technically considered to be 
lossy.3 To minimize quality loss in transcoding, video data is optimally archived in one of the 
rigorously lossless data codecs such as DPX—one of the current standards for feature film DI’s. Data 
encoded in DPX and other lossless codecs is easily and economically convertible to H.264, TIFF, 
Blackmagic 10-bit, ProRes 422, Avid DNxHD, or any other lossy or lossless video or data codec that 
may be required for a specific application.  
 
The MPEG-4/H.264 AVC codec has been adopted for signal transmission by U.S. HD satellite 
broadcasters DirecTV and Dish, as well as the new European HD satellite systems. This codec is 
considered to be an improvement over MPEG-2, the codec previously employed for transmission by 
U.S. HD satellite broadcasters. The deployment of the more-efficiently compressed MPEG-4 
H.264/AVC codec permits the satellite broadcasters to more than triple their HD channel capacity 
(DirecTV launched 100 new HD channels in 2008). The same MPEG-4 codec is incorporated in the 
Blu-ray DVD format.  
___________________________ 
1The MPEG-2 Long GOP (group of pictures) encoding employed by HDV and AVCHD cameras involves the 
application of interframe compression (or temporal compression), in contrast to the “I-frame encoding” 
employed by “frame-based” video codecs such as MPEG-4 H.264/AVC and AVC-Intra, which rely on intraframe 
compression (or spatial compression). The HDV format was introduced to permit the recording of HD-
resolution images on DV tape at the low bitrate of 25 Mbps. However, because it involves the compression of 
image information derived from the comparison of a 15-frame group of pictures (as opposed to intraframe 
compression, which compares picture information on a frame-by-frame basis), HDV recording risks the 
occurrence of noticeable motion artifacts, particularly in fast-moving or rapidly-changing subjects, and the 
occurrence of half-second (15-frame) dropouts during post-production.     
______________________________ 
2Avid’s 10-bit DNxHD, Apple’s 10-bit ProRes 422, and CineForm’s 10-bit CineForm RAW “editing engine” are 
4:2:2 “digital intermediate” wavelet-based codecs that lightly (5:1) compress 10-bit 4:4:4 RGB (HD-RGB) footage 
imported into non-linear editing systems (NLE’s), reducing the bandwidth to a level that is comparable to that of 
uncompressed SD (a bandwidth that consumes no more than 60 GB of storage per hour of footage). These 
codecs facilitate the editing and finishing of quality-critical 4:4:4 projects on an NLE, without the necessity of 
either a) consuming large quantities of storage by editing native 4:4:4, or b) editing with lower-res proxies, then 
conforming to 4:4:4 prior to output.    
_______________________________ 
3Note that the Apple QuickTime (MOV) format, the Avid Advanced Authoring Format (AFF), the MPEG 
Materials Exchange Format (MFX), the Microsoft Audio-Video Interleaved (AVI) format, and the Windows Media 
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Advanced Systems Format (ASF) file format are “wrappers” or “containers” rather than codecs, since each 
supports a number of specialized codecs -- such as the ProRes 422 codec, supported by the QuickTime format, 
the DNxHD codec, supported by the AFF format, and the WMV codec, supported by the ASF format. 
 
compression ratios 
 
Through the process of compression (bit-rate reduction or data reduction) performed by the video 
codecs applied by their compression chips, each video camera system reduces to a different degree 
the bandwidth/bitrate of the information that is output by its DSP. The ratio of the bandwidth/bitrate 
of the camera’s output to the bandwidth/bitrate that is recorded is known as the compression ratio. 
Because the various codecs differ in the ways they apply compression, the direct comparison of 
compression ratios is not a precise way to compare the quality of the images that are output by 
various cameras. But compression ratios can serve as a rough guide not only to the picture resolution 
and chroma quality, but also to the robustness (the durability during repeated processing steps) of a 
camera’s output. In terms of robustness, while it’s often assumed that digital media can be repeatedly 
re-recorded and reprocessed without suffering data loss, the assumption is accurate only for 
uncompressed digital media. Compressed media -- which includes the media captured by all of the 
common HD video formats -- accumulates errors (compression artifacts) in the course of each re-
recording step involved in post-processing. The compression ratios involved in the common HD 
video recording formats are: HDV (27:1); Redcode RAW (8:1), HDCAM and DVCPRO (7:1); 
XDCAM (5:1); D5HD (4:1); and HDCAM SR (2:1). The data cameras (including the Panavision 
Genesis, the Sony F23 and F35, the Grass Valley Viper, the Dalsa Origin, and the Arri D-21), when 
operating in their “film” modes, send pure (1:1) uncompressed “HD-RGB” datastreams to external 
HDDs. The camera systems that involve the highest levels of compression (e.g. the HDV cameras) 
are those that are the most susceptible to the accumulation (or concatenation) of compression 
artifacts during post-processing, and those (like the data cameras) that involve little or no 
compression are the least susceptible to the accumulation of compression artifacts during post.  
 
bandwidth 
 
Bandwidth (variously referred to as data rate, bitrate, pixel clock, clock rate, throughput, or data 
transfer speed), typically noted as megabits per second (Mbps) when referring to motion imaging 
systems, is a measure of the rate at which data is output or recorded by a system. The data rate of a 
motion imaging system provides a direct measure of the data load (the storage capacity) that is 
required to store a specific duration (in seconds, minutes, or hours) of the content that is output by 
the system.1 Within any comparable group of codecs, bandwidth/bitrate is directly related to 
resolution: high bandwidth/high bitrate imaging systems support high picture resolution and high 
chroma resolution (i.e., the higher the bandwidth/bitrate, the more precise the color and the 
smoother the transition from one color to another in the recorded image; and the higher the 
bandwidth/bitrate, the finer the picture detail in the recorded image). The bandwidths of typical HD 
recording formats range from 880 Mbps2 in the case of HDCAM SR in HQ mode to 200 Mbps for the 
RED One camera in 4K RAW mode, 140 Mbps for HDCAM, 100 Mbps for DVCPRO HD, 35 Mbps 
for XDCAM, and 25 Mbps for HDV. 
___________________________ 
1The use of the terms “rate” and “speed” in this context can be a source of confusion, since the terms do not 
refer to the velocity (the distance traveled per second) of some physical component of the system, but are 
instead a measure of the quantity of data that the system can process, transmit, or ingest per unit of time. 
Bandwidth, which is normally quoted in Mbps (megabits per second) when referring to digital imaging systems 
and their peripherals, is typically quoted in units of frequency (Hz, or cycles per second) when referring to other 
classes of electronic devices, including computer CPUs and their peripherals. (The CPU of the new Mac Pro 
Quad-Intel Xeon G5, for example, has a nominal clock rate or clock speed of 3 GHz). The bandwidth (clock rate 
or information processing rate) of these devices, rated in Hz, is typically lower than the bitrate (the “disk speed” 
or information transfer rate) of the devices, rated in bps, with the ratio of the two dependent upon the efficiency 
(bits per cycle) of the device. It is also worth noting the distinction between the clock rate of a CPU (the rate at 
which the CPU processes information, measured in Hz), the disk speed of a CPU (the rate at which the CPU 
transfers information, measured in bps) and its hard disk revolution speed (the rate at which the CPU’s HDD 
rotates, measured in RPM—revolutions per minute). Through advances in processor technology, both the clock 
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speed and the disk speed of a computer system may increase without necessitating an increase in disk revolution 
speed. Each of these speed measurements, taken together with the speed (in bps) of the computer’s buses, 
determine a computer’s overall performance. 
_________________________ 
2Though bandwidth in imaging systems is usually specified in bits (b) per second, data storage capacities are 
typically stated in bytes (B), where one byte = 8 bits, 1KB = a thousand (103) bytes, 1MB = a million (106) bytes, 
1GB = a billion (109) bytes, and 1TB (terabyte) = a trillion (1012) bytes. When describing imaging system 
bandwidths and data system storage capacities, it is easy to overlook the important distinction between the 
lower-case b that designates bits and the upper-case B that designates bytes, thereby introducing an error with a 
magnitude of eight. 
 
DATA STORAGE 
 
data transport interfaces 
 
The integrity of the digital data that is archived by a storage system is dependent upon the bandwidth 
(bitrate, data transfer rate, pixel clock, or throughput) of the data transport interface (or bus) that is 
used to transport the data between the imaging system and the storage system. If the throughput of 
the bus (typically specified in Mbps or MBps) is lower than the bandwidth of the source, bits may be 
lost (frames may be dropped), resulting in stuttering images upon playback. As an example, a 
FireWire 800 bus (a common interface in Mac-based edit systems) supports a maximum throughput 
of 786 Mbps. This throughput is lower than the 880 Mbps bandwidth of the HDCAM SR format in 
HQ mode. In order to transport the output from the HDCAM SR without data loss, a more robust 
bus (a fatter pipe) is required. Typically, high-bandwidth imaging systems employ HD-SDI (high 
definition serial digital interface) buses. A single-line HD-SDI bus can support a maximum throughput 
of 1.48 Gbps while a double-line (dual-link) HD-SDI bus can support a maximum throughput of 2.97 
Gbps. The latter bus is necessary to transport the 1.8 Gbps bandwidth that is output by the 10-bit 
4:4:4 cameras. A still faster bus is required to transport the datastream output by the 16-bit Dalsa 
Origin. The throughputs of the common buses that are used for data storage are: Hi-Speed USB 2.0 
(480 Mbps), FireWire 400 (393 Mbps), FireWire 800 (786 Mbps)1, GbE (Gigabit Ethernet)2 (1 Gbps), 
SATA (serial advanced technology attachment) (2.4 Gbps), Fibre Channel (3.4 Gbps), and Ultra-640 
SCSI (small computer serial interface) (5.1 Gbps).3   
______________________ 
1The practical throughput of computer buses depends upon the hardware to which the buses are attached. As an 
example, the LaCie d2 Quadra 500GB external hard drive, which is commonly used in video editing, has been 
tested to transport data through its FireWire 400 bus at an actual speed of about 20 MBps (160 Mbps)—only 
40% of its theoretical speed—and it transports data through its FireWire 800 bus at an actual speed of about 30 
MBps (240 Mbps)—just 30% of its theoretical speed. Editing compressed DVCPRO HD footage without dropped 
frames requires a bandwidth (throughput) of 100 Mbps (12.5 MBps). In view of this, the FireWire 400 bus, with a 
throughput of 30 MBps, has the capacity to transport two, but not three, real time streams of DVCPRO HD (2 x 
12.5 = 25MBps).  
______________________ 
2Note the distinction between Ethernet and Internet, where the former refers to a system that connects a small 
network of computers ( a LAN or local area network) via private communication links. An Ethernet typically 
employs the same information transfer protocol (packet-switching) that is the basis of the Internet. However, 
unlike an Ethernet system, the Internet connects a broad network of computers (a WAN or wide-area network) 
via public communication links. The GbE (Gigabit Ethernet) system is an existing standard for LAN data 
transport while the GbI system (Gigabit Internet) is an evolving standard for WAN data transport. 
______________________ 
3The maximum throughput of the buses commonly used in data storage may be compared to the throughput of 
the buses employed by such devices as a 56K dial-up computer modem (56 Kbps), a fast-ADSL line (3.5 Mbps 
downstream), a fast-Ethernet LAN (100 Mbps), and an internal PCI-X 133 MHz computer board (8.5 Gbps). It is 
generally considered that a widely-deployed GbI (Gigabit Internet) system (supporting a throughput of 1 Gbps) 
will be required for the transmission of full-resolution progressive-scanned high definition television signals. The 
bandwidths for the HDMI (high definition multimedia interface) buses and the DVI (digital video interface) buses, 
commonly used to connect computers to DVD players and display devices, are normally rated in Hz (cycles per 
second) or pps (pixels per second), where 1 Hz = 1 pps. The new HDMI 1.3 bus has a rated bandwidth of 340 
MHz and the dual-link DVI bus has a rated bandwidth of 330 MHz. These buses support bitrates of 10.2 Gbps 
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and 9.9 Gbps respectively—bandwidths that are more than sufficient to accommodate the bitstream of a 1 Gbps 
Internet HD network. 
 
data storage formats 
 
Memory depends upon the ability of materials to temporarily retain a record of a stimulus to which 
they are subjected. Data that is stored in memory -- whether on magnetic, optical, magneto-optical, 
or holographic media located on tape or a hard disk drive, or on a solid-state medium such as a 
silicon semiconductor chip -- is ultimately ephemeral, with a reliable lifetime of no more than 30 
years. To avoid information loss, it is recommended that data stored on these media, along with any 
available metadata1, be migrated to a new storage medium (or platform) on a regular basis (ideally 
every 5 years). Storage on silicon chip-based solid-state drives (SSDs) is currently prohibitively 
expensive for video -- except in the case of the relatively small quantities of data temporarily required 
for use by applications such as camcorders and video edit systems.2 Of the economical options for 
storage, videotape storage (typically employing 4:1 compressed D5HD videotape) has significant 
disadvantages relative to linear datatape storage and HDD storage. Among these are the high cost of 
the recording medium and hardware, the risks of accumulating compression artifacts during post-
processing, the limitations of real-time recording and sequential access to the data, the challenges of 
effective database management, and the labor-intensive workflow involved in accessing and dubbing 
videotapes. For more efficient, effective, and economical storage, where random access to the data is 
not required, linear datatape is commonly recommended. Linear datatape formats include DLT 
(Quantum’s digital linear tape format), LTO (HP, IBM, and Quantum’s linear tape open format), DTF 
(Sony’s digital tape format), and SAIT (Sony’s advanced intelligence tape format). Datatape drives, 
which record to ½” magnetic tapes sealed in air-tight cartridges or cassettes, offer the advantages of 
uncompressed storage, easy interface with database management software programs, support for the 
integration of metadata with the audio-video data (the essence), and the ability to archive up to 800 
GB of data (the equivalent of 2 hours of HDCAM footage) on a single relatively inexpensive magnetic 
tape.3 Automated (robotic) datatape libraries, comprising multiple datatape drives connected in RAITs 
(redundant arrays of independent tape drives) may be directly connected to a server. SATA-bus 
equipped RAIDs (redundant arrays of independent disks), though more expensive per GB than arrays 
of datatape drives, offer the advantages of random access to the data. In larger post facilities, more 
costly, more robust, and generally faster SCSI-bus equipped RAID drives with Fibre Channel 
connections (which may employ either copper wire or fiber optic cables) are typically incorporated 
into storage area networks (SANs) for short-term data storage during the collaborative processes 
involved in DIs, and for the transmission of high-resolution video to remote clients via FTP sites or 
high-speed broadband networks. 
__________________________ 

1Metadata—which can include extensive information regarding the image capture system, cinematographer, 
location and date of capture, and copyright holder—may be embedded into the datastream, along with the audio 
and video essence. If care is taken to preserve this metadata through each transcoding and duplication step, the 
database it contains can form the basis for an effective, economical, and non labor-intensive digital media asset 
management (DMAM) system. 
_____________________________ 
2The price for a 64GB SSD drive for the MacBook Air laptop is under $1,000, or $16/GB. 
_____________________________ 
3For comparison with the 800 GB storage capacity of a single linear datatape, the holographic discs introduced in 
2007 by InPhase Technologies have a capacity of 300 GB. Discs with 1.6 TB  capacity are projected for late 2008 
--offering sufficient capacity on a single disc to store up to four hours of HDCAM footage or about 1.5 hours of 
footage shot with the Sony F23 and recorded to HDCAM-SR. 
 
data storage costs 
 
As video resolution increases, the demands upon storage systems continue to escalate. While an 
hour of 8-bit 4:2:2 1920x1080i60 HDCAM footage consumes about 400 GB of storage space, an hour 
of uncompressed 10-bit 4:4:4 1920x1080p60 output via the HD-SDI ports of the Sony F23 requires 
more than 1TB to store. Videotape storage currently costs about $1/GB, with labor and real-time 
dubbing costs factored in. While the cost of videotape storage is projected to rise, the cost of HDD 
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storage continues to decline at the rate of about 10% per year. The current cost of Raid-0 level 
(nonredundant) HDD storage is estimated to be about $0.50/GB, while linear datatape storage is 
currently estimated to cost about $0.33/GB.1 Though optical and holographic disc storage hold 
promise for the future, linear datatape storage is currently considered to be the most economical 
solution for local video archiving applications (such as those at smaller production facilities), where 
immediate, random access to content is not demanded. Though 5 hours or more may be required to 
transfer an hour of HDCAM-resolution footage from a linear tape drive to a server, no significant 
costs are involved in the transfer—in distinct contrast to the case with videotape (which must be 
ingested, with operator supervision, from a VTR).  
_________________________________ 
1To compare the costs of videotape storage to datatape storage: a D5HD VTR typically lists for about $95,000 
and a one-hour D5HD tape costs $180. A DLT, LTO, DFT, or SAIT linear datatape drive typically costs from 
$2,000-$6,000 and 400 GB datatapes (capable of storing one-hour of HDCAM footage) cost about $50.  


